Small Languages for Undergraduates
Rastislav Bodik
UC Berkeley
I propose to revive the undergraduate PL/compiler course by making it relevant to software engineers – the bulk of our audience.  My premise is that developers are not mere users of programming languages; the better ones regularly design small languages, whether they are frameworks with rich APIs, code generators, configuration and data processing languages, or full scripting languages.  My recent experience at Berkeley shows that we can indeed awaken budding language designers while developing a better language “taste” in the remaining students.  The proposed approach is to go through the development of small languages: the choice of a programming model (abstractions), design of an intuitive concrete syntax, effective static and dynamic type checking, and efficient implementation.  It’s hard to fit all this into a single course, especially if the course is to cover enough about both design and implementation of languages.  The trick may be to use the language implementation itself as a case study for small language design.  For example, regular expressions deserve more attention that we have been giving them in lexical analysis: you could argue that their semantics, as defined in most languages is broken and so is their implementation. Revisiting their semantics is a case study in how to embed a language and their implementation offers an exercise in how to parallelize an algorithm that has been considered inherently sequential.  Finally, we can increase the relevance to software developers by focusing on web languages, where new programming models are likely to appear: a well-designed course will prepare students for new web languages, and may encourage them to design these languages themselves.  After all, PHP, javascript, Ruby and perl were all designed by language amateurs: the more we teach our undergrads, the better our future languages will be.
Observations.  I served on graduate admission committees in recent years and I observed that our community is much less successful at attracting the brightest minds than AI, bioinformatics, vision, NLP.  This was strange, given the excitement in our community (e.g., web programming) and given so many unsolved burning problems (e.g. parallelism).  Also, there is community recognition (6 out of last 10 Turing Awards went to languages or verification) but that does not seem to help.  I concluded that the problem may be in the undergraduate education.  At Berkeley, the enrolment in the PL/compiler course is perhaps 40% of the enrollment in AI, OS, database and algorithms course, even though the OS sources is significantly harder (others are easier).  My surveys showed that “compilers are old stuff” and some course redesign is in order.  A simple path is to abandon implementation altogether and teach design of modern languages, having fun with the critique of existing web languages on the way.  But would this teach our students enough?
Who is our audience what should they learn?  When my students and I set out to redesign the course in 2003, our first impulse was natural: modernize the course by building it around the latest research results.  On a sobering reflection, we realized that we could not justify why students should learn the stuff so exciting to us.  So the question because “Whom should the course speak to?”  Clearly, not the compiler engineers of the Dragon Book, and not the future PL graduate students of a Y-combinator book.  Instead, our audience are software engineers, and surprisingly they use PL technology beyond  writing programs.  The better ones develop code generators, and even design simple languages.  Furthermore, when probing around what PL technology was most useful in practice, we ended up in parsing (of various data and configuration files).  This was in contrast to our initial desire to abandon parsing entirely.  SO, we spent four years redesigning the course so that it targets not compiler engineers but software developers.  In the process, the course grew to became one best Berkeley courses in temrs of “usefulness”.

Course philosophy.   We use the following four reasons when attracting students to our course. Notice that demystifying the compiler and interpreter remains an element of the course.
· New languages will keep coming. Be ready. Partly thanks to the web, new languages are adopted surprisingly often (CSS, HTML, JavaScript, JSP, PHP, Python, Ruby, XML). This trend will continue and as a programmer, you will be exposed to new languages every few years, most likely for the rest of your life. In this course you will learn (i) how to pick the right language for your job, (ii) why small language differences make so much difference in practice; and (iii) how to quickly learn a new language when you already know a similar one. 

· Write code that writes code. Whenever you need to write a lot of "mindless" code, it's better to write a code generator, which should be in the tool chest of each good software engineer (see The Pragmatic Programmer). For example, given a database schema, you can generate Java classes that correspond to the schema automatically. This way, you won't have to change the Java code when the schema changes. You are not restricted to generating code; for example, you can generate slide presentations with animations that are too difficult to do by hand. 

· Develop your own language. Many web languages have been created practically in the garage by ordinary hackers like you, not by PhD's in programming languages, or big companies, or by language design committees. Just glance at the origins of PHP, JavaScript, Ruby, perl and you will see that the it is possible for you to create a language and have it adopted, too. We'll talk about some missteps in designs of these languages, so that you can learn from (and avoid) the mistakes of the masters. 

· Learn about compilers and interpreters. A programming language is the most important of all programmer tools. So, you better understand how languages are compiled and executed. For example, you need to know how object-oriented programs are compiled/interpreted, so that you can, as the programmer, influence the performance of your programs. Look at these following job ads. They are pretty typical and what they ask for is exactly what cs164 teaches: exposure to various programming languages, algorithms, and object-oriented design. 

As an example of how students explore small languages, consider how they build their own tools for building a compiler.  They construct their own lexer and parser generators, which give them practice with various styles of code generation and design of small domain-specific languages.  Students also learn to appreciate the productivity increase of writing these code generators, as opposed to writing the generated code by hand, because we take them through both alternatives.  At the end of the semester, students are able to implement a non-standard domain-specific language (they implement one on paper in the final exam!).  
Software engineering.  Finally, I believe that a single software engineering course is unable to teach our students all needed software engineering skills.  As a project-oriented course, the PL/compiler course should do its share.  To educate students in testing (still by far the most successful method for detecting software defects), my GSI’s and I developed a “remote testing” framework.  Deployed in Fall 2004, the remote tester promoted good testing in several ways:

· Testing leads to better grades.  As an incentive to write a good test suite, we report to the class the correlation between project grades and the test coverage achieved by a student’s tests, after each stage of the project.  The message is usually unambiguous.

· Make it a contest (not graded).  Adding a touch of competitiveness, the up-to-date coverage of all students is (anonymously) posted on the course web, so students can estimate where their project will land on the “grading curve.”  The web report had a huge impact on test writing.

· Explaining coverage metrics.  To help students understand the meaning of test coverage metrics, we measure test coverage on both their compiler and the staff’s reference compiler.  If their tests exercised the reference compiler less than their own, their compiler probably didn’t yet implement some features.  

· Think ahead what to test.  To encourage proactive test case development, we introduced testing latency.  We hid the reference compiler on a remote server, and students could “query” the reference compiler only by writing suitable tests, which they could run only every few hours.

· Grading with tests.  We graded projects on tests collected from all students.  Since we graded with thousands of test cases, and since each failed test incurred the same penalty, we believe that this grading leads to more fairness than testing with a small set of instructor’s tests, because a more serious bug is likely to crash more tests than a relatively harmless one.  This strategy also encourages students to write tough test cases---those that will crash others’ compilers but not their own (the course is graded on a curve).

As to the effectiveness of the “remote tester,” we observed that in the semester when the tester was deployed, students’ compilers passed 10% more tests than the year before.

